
    

Recent Advances in Hierarchical Reinforcement Learning

Andrew G. Barto
Sridhar Mahadevan

Autonomous Learning Laboratory
Department of Computer Science

University of Massachusetts, Amherst MA 01003

Abstract

Reinforcement learning is bedeviled by the curse of dimensionality: the number of parameters to
be learned grows exponentially with the size of any compact encoding of a state. Recent attempts to
combat the curse of dimensionality have turned to principled ways of exploiting temporal abstraction,
where decisions are not required at each step, but rather invoke the execution of temporally-extended
activities which follow their own policies until termination. This leads naturally to hierarchical control
architectures and associated learning algorithms. We review several approaches to temporal abstraction
and hierarchical organization that machine learning researchers have recently developed. Common to
these approaches is a reliance on the theory of semi-Markov decision processes, which we emphasize in our
review. We then discuss extensions of these ideas to concurrent activities, multiagent coordination, and
hierarchical memory for addressing partial observability. Concluding remarks address open challenges
facing the further development of reinforcement learning in a hierarchical setting.
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1 Introduction

Reinforcement learning (RL) [5, 72] is an active area of machine learning research that is also receiving
attention from the ¯elds of decision theory, operations research, and control engineering. RL algorithms
address the problem of how a behaving agent can learn to approximate an optimal behavioral strategy
while interacting directly with its environment. In control terms, this involves approximating solutions
to stochastic optimal control problems, usually under conditions of incomplete knowledge of the system
being controlled. Most RL algorithms adapt standard methods of stochastic dynamic programming (DP)
so that they can be used on-line for problems with large state spaces. By focusing computational e®ort
along behavioral tra jectories and by using function approximation methods for accumulating value function
information, RL algorithms have produced good results on problems that pose signi¯cant challenges for
standard methods (e.g., refs. [11, 75]). However, current RL methods by no meanscompletely circumvent
the curse of dimensionality: the exponential growth of the number of parameters to be learned with the
size of any compact encoding of system state. Recent attempts to combat the curse of dimensionality
have turned to principled ways of exploiting temporal abstraction, where decisionsare not required at each
step, but rather invoke the execution of temporally-extended activities which follow their own policies until
termination. This leadsnaturally to hierarchical control architectures and learning algorithms.

In this article we review several related approachesto temporal abstraction and hierarchical control that
have beendeveloped by machine learning researchers, and we then discussseveral extensionsto these ideas
and the open challengesfacing the further development of RL in a hierarchical setting. Despite the fact that
research in this areabeganonly recently within the machine learning communit y, we cannot provide a survey
of all the related literature, which is already quite extensive. We do attempt, however, to provide enough
information sothat interestedreaderscanprobethe relevant topics moredeeply. Another important goal that
we do not attempt is to thoroughly relate machine learning research on thesetopics to the extensive literature
in systemsand control engineeringon hierarchical and multila yer control, hybrid systems,and other closely
related topics. The most obvious parallels with someof theseapproacheshave not escaped us, but a careful
rapprochement is beyond the scope of this article. We largely adhereto notation and terminology typical of
that usedin the machine learning communit y. There is much to be gainedfrom integrating perspectivesfrom
thesedi®erent groups of resesarchers, and we hope that this article will contribute to the required dialog.

After brief intro ductions to Markov and semi-Markov decision processes,we intro duce the basic ideas
of RL, and then we review three approaches to hierarchical RL: the options formalism of Sutton, Precup,
and Singh [73], the hierarchies of abstract machines (HAMs) approach of Parr and Russell [48, 49], and the
MAX Q framework of Dietterich [14]. Although these approaches were developed relatively independently ,
they have many elements in common. In particular, they all rely on the theory of semi-Markov decision
processesto provide a formal basis. Although we take advantage of thesecommonalities in our exposition,
a thorough integration of these approaches awaits a future paper. We also cannot do full justice to these
approaches,although we do attempt to provide enoughdetail to make the approachesconcrete;the reader is
directed to the original papers for detailed treatments. In the ¯nal sections,we brie° y present extensionsof
theseideasthat focuson work conductedin our laboratory on concurrent activities, multiagent coordination,
and hierarchical memory for addressingpartial observabilit y. Concluding remarks addressopen challenges
facing the further development of reinforcement learning in a hierarchical setting.

2 Markov and Semi-Markov Decision Processes

Most RL research is basedon the formalism of Markov decision processes(MDPs). Although RL is by no
meansrestricted to MDPs, this discrete-time, countable (in fact, usually ¯nite) state and action formalism
provides the simplest framework in which to study basic algorithms and their properties. Here we brie° y
describe this well-known framework, with a few twists characteristic of how it is used in RL research;
additional details can be found in many references(e.g., refs. [4, 5, 55, 58, 72]). A ¯nite MDP models
the following type of problem. At each stage in a sequenceof stages,an agent (the controller) observes a
system'sstate s, contained in a ¯nite set S, and executesan action (control) a selectedfrom a ¯nite set,As,
of admissibleactions. The agent receivesan immediate reward having expected valueR(s, a), and the state
at the next stage is s′ with probabilit y P (s′|s, a). The expected immediate rewards, R(s, a), and the state
transition probabilities, P (s′|s, a), s, s′ ∈ S, together comprise what RL researchers often call the one-step
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model of action a.
A (stationary, stochastic) policy π : S× ∪s∈S As → [0, 1], with π(s, a) = 0 for a 6∈ As, speci¯es that the

agent executesaction a ∈ As with probabilit y π(s, a) whenever it observes state s. For any policy π and
s ∈ S, V π(s) denotesthe expected infinite-horizon discounted return from s given that the agent usespolicy
π. Letting st and rt+1 denote the state at stage t and the immediate reward for acting at stage t,1 this is
de¯ned as:

V π(s) = E{rt+1 + γrt+2 + γ2rt+3 + · · · |st = s, π},

where γ, 0 ≤ γ < 1, is a discount factor. V π(s) is the value of s under π, and is V π the value function
corresponding to π.

This is a ¯nite, in¯nite-horizon, discounted MDP. The objective is to ¯nd an optimal policy, i.e., a
policy, π∗, that maximizes the value of each state. The unique optimal value function, V ∗, is the value
function corresponding to any of the optimal policies. Most RL research addressesdiscounted MDPs since
they comprisethe simplest classof MDPs, and here we restrict attention to discounted problems. However,
RL algorithms have also beendeveloped for MDPs with other de¯nitions of return, such as averagereward
MDPs [39, 62].

Playing important roles in many RL algortihms are action-value functions, which assignvalues to ad-
missible state-action pairs. Given a policy π, the value of (s, a), a ∈ As, denotedQπ(s, a), is the expected
in¯nite-horizon discounted return for executing a in state s and thereafter following π:

Qπ(s, a) = E{rt+1 + γrt+2 + γ2rt+3 + · · · |st = s, at = a, π}. (1)

The optimal action-value function, Q∗, assignsto each admissiblestate-action pair (s, a) the expectedin¯nite-
horizon discounted return for executing a in s and thereafter following an optimal policy. Action-value
functions for other de¯nitions of return are de¯ned analogously.

Dynamic Programming (DP) algorithms exploit the fact that value functions satisfy various Bellman
equations, such as:

V π(s) =
∑

a∈As
π(s, a)[R(s, a) + γ

∑

s′

P (s′|s, a)V π(s′)],

and
V ∗(s) = max

a∈As
[R(s, a) + γ

∑

s′

P (s′|s, a)V ∗(s′)], (2)

for all s ∈ S. Analogous equations exist for Qπ and Q∗. For example, the Bellman equation for Q∗ is:

Q∗(s, a) = R(s, a) + γ
∑

s′

P (s′|s, a) max
a′∈As′

Q∗(s′, a′), (3)

for all s ∈ S, a ∈ As.
As an example DP algorithm, consider value iteration, which successively approximates V ∗ as follows.

At each iteration k, it updatesan approximation Vk of V ∗ by applying the following operation for each state
s:

Vk+1 (s) = max
a∈As

[R(s, a) + γ
∑

s′

P (s′|s, a)Vk(s′)]. (4)

We call this operation a backup becauseit updates a state's value by transferring to it information about
the approximate valuesof its possiblesuccessorstates. Applying this backup operation onceto each state is
often called a sweep. Starting with an arbitrary initial function V0, the sequence{Vk} producedby repeated
sweepsconvergesto V ∗. A similar algorithm exists for successively approximating Q∗ using the following
backup:

Qk+1 (s, a) = R(s, a) + γ
∑

s′∈S
P (s′|s, a) max

a′∈As′
Qk(s′, a′). (5)

Given V ∗, an optimal policy is any policy that for each s assignsnon-zero probabilit y only to those
actions that realize the maximum on the right-hand side of (4). Similarly, given Q∗, an optimal policy is

1We follow Sutton and Barto [72] in denoting the reward for the action at stage t by rt +1 instead of the more usual rt .
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any policy that for each s assignsnon-zero probabilit y only to the actions that maximize Q∗(s, ·). These
maximizing actions are often called greedy actions, and a policy de¯ned in this way is a (stochastic) greedy
policy. Given su±ciently close approximations of V ∗ and Q∗ obtained by value iteration, then, optimal
policies are taken to be the corresponding greedypolicies. Note that ¯nding greedyactions via Q∗ doesnot
require accessto the one-stepaction models (the R(s, a) and P (s′|s, a)) as it doeswhen only V ∗ is available,
where the right-hand side of (4) has to be evaluated. This is one of the reasonsthat action-value functions
play a signi¯cant role in RL.

In an MDP, only the sequential nature of the decision processis relevant, not the amount of time that
passesbetween decision stages. A generalization of this is the semi-Markov decision process(SMDP) in
which the amount of time between one decision and the next is a random variable, either real- or integer-
valued. In the real-valued case,SMDPs model continuous-time discrete-event systems(e.g., refs. [40, 55]). In
a discrete-time SMDP [26] decisionscan be made only at (positive) integer multiples of an underlying time
step. In either case,it is usual to treat the systemas remaining in each state for a random waiting time [26],
at the end of which an instantaneous transition occurs to the next state. Due to its relative simplicit y, the
discrete-time SMDP formulation underlies most approaches to hierarchical RL, but there are no signi¯cant
obstaclesto extending theseapproachesto the continuous-time case.

Let the random variable τ denote the (positive) waiting time for state s when action a is executed. The
transition probabilities generalizeto give the joint probabilit y that a transition from state s to state s′ occurs
after τ time steps when action a is executed. We write this joint probabilit y asP (s′, τ |s, a). The expected
immediate rewards, R(s, a), (which must be bounded) now give the amount of discounted reward expected
to accumulate over the waiting time in s given action a. The Bellman equations for V ∗ and Q∗ become

V ∗(s) = max
a∈As

[R(s, a) +
∑

s′,τ

γτP (s′, τ |s, a)V ∗(s′)], (6)

for all s ∈ S; and
Q∗(s, a) = R(s, a) +

∑

s′,τ

γτP (s′, τ |s, a) max
a′∈As′

Q∗(s′, a′), (7)

for all s ∈ S and a ∈ As. DP algorithms correspondingly extend to SMDPs (e.g., refs. [26, 55]).

3 Reinforcement Learning

DP algorithms havecomplexity polynomial in the number of states,but they still require prohibitiv eamounts
of computation for large state sets,such as those that result from discretizing multi-dimensional continuous
spacesor representing state setsconsisting of all possiblecon¯gurations of a ¯nite set of structural elements
(e.g., possiblecon¯gurations of a backgammon board [75]). Many methods have beenproposedfor approx-
imating MDP solutions with less e®ort than required by conventional DP, but RL methods are novel in
their useof Monte Carlo, stochastic approximation, and function approximation techniques. Speci¯cally, RL
algorithms combine some,or all, of the following features:

1. Avoid the exhaustive sweepsof DP by restricting computation to states on, or in the neighborhood
of, multiple sample tra jectories, either real or simulated. Becausecomputation is guided along sam-
ple tra jectories, this approach can exploit situations in which many states have low probabilities of
occurring in actual experience.

2. Simplify the basicDP backup by sampling. Instead of generatingand evaluating all of a state's possible
immediate successors,estimate a backup's e®ectby sampling from the appropriate distribution.

3. Represent value functions and/or policies more compactly than lookup-table representations by using
function approximation methods, such as linear combinations of basis functions, neural networks, or
other methods.

Features 1 and 2 re°ect the nature of the approximations usually sought when RL is used. Instead of
policies that are closeto optimal uniformly over the entire state space,RL methods arrive at non-uniform
approximations that re°ect the behavior of the agent. The agent's policy does not need high precision in
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states that are rarely visited. Feature 3 is the least understood aspect of RL, but results exist for the
linear case(notably ref. [81]) and numerous examplesillustrate how function approximation schemesthat
are nonlinear in the adjustable parameters (e.g., multila yer nerual networks) can be e®ective for di±cult
problems (e.g., refs. [11, 40, 64, 75]).

Of the many RL algorithms, perhapsthe most widely usedare Q-learning [82, 83] and Sarsa[59, 70]. Q-
learning is basedon the DP backup (5) but with the expectedimmediate reward and the expectedmaximum
action-value of the successorstate on the right-hand side of (5) respectively replaced by a sample reward
and the maximum action-value for a samplenext state. The most common way to obtain thesesamplesis
to generatesampletra jectories by simulation or by observingthe actual decisionprocessover time. Suppose
the agent observesa current state s, executesaction a, receivesimmediate reward r, and then observesa next
state s′. The Q-learning algorithm updates the current estimate, Qk(s, a), of Q∗(s, a) using the following
update:

Qk+1 (s, a) = (1− αk)Qk(s, a) + αk[r + γ max
a′∈As′

Qk(s′, a′)], (8)

where αk is a time-varying learning-rate parameter. The values of all the other state-action pairs remain
unchanged at this update. If in the limit the action-values of all admissible state-action pairs are updated
in¯nitely often, and αk decays with increasingk while obeying the usual stochastic approximation conditions,
then {Qk} convergesto Q∗ with probabilit y 1 [29, 5]. As long as these conditions are satis¯ed, the policy
followed by the agent during learning is irrelevant. Of course,when Q-learning is being used, the agent's
policy doesmatter sinceoneis usually interestedin the agent's performancethroughout the learning process,
not just asymptotically. It is usual practice to let the agent selectactions using a policy that is greedywith
respect to the current estimate of Q∗, while also intro ducing non-greedy\exploratory actions" in an attempt
to widely samplestate-action pairs.

Sarsais similar to Q-learning except that the maximum action-value for the next state on the right-hand
side of (8) is replacedby the action-value of the actual next state-action pair:

Qk+1 (s, a) = (1− αk)Qk(s, a) + αk[r + γQk(s′, a′)], (9)

where a′ is the action executed in state s′. (Sutton [70] called this algorithm Sarsadue to its dependence
on s, a, r, s′, and a′. Eq. (9) is actually a special casecalled Sarsa(0).) Unlik e Q-learning, here the agent's
policy does matter. Singh et al. [65] show that if the policy has the property that each action is executed
in¯nitely often in every state that is visited in¯nitely often, and it is greedy with respect to the current
action-value function in the limit, which Singh et al. [65] call a GLIE (Greedy in the Limit with Infinite
Exploration) policy, then with appropriately decaying αk, the sequence{Qk} generatedby Sarsaconverges
to Q∗ with probabilit y 1.

Both the Q-learning and Sarsalearning algorithms also apply to SMDPs, both continuous- and discrete-
time, if one interprets the immediate reward, r, as the return accumulated during the waiting time in state
s and appropriately adjusts the discounting to re°ect the waiting time. For example, in the discrete-time
case,if a is executedin state s at time step t and the transition to s′ follows after τ time steps, then

Qk+1 (s, a) = (1− αk)Qk(s, a) + αk[rt+1 + γrt+2 + · · · + γτ−1rt+ τ + γτ max
a′∈As′

Qk(s′, a′)], (10)

where rt+ i is the immediate reward received at time step t + i. The return accumulated during the waiting
time must be bounded, and it can be computed recursively during the waiting time. Bradtk e and Du® [7]
showed how to do this for continuous-time SMDPs, Parr [48] proved that it convergesunder essentially the
sameconditions required for Q-learning convergence,and Das et al. [12] developed the averagereward case.

Crites [10, 11] used SMDP Q-learning in a continuous-time discrete-event formulation of an elevator
dispatching problem, an application that illustrates two useful features of RL methods for discrete-event
systems. First, Q-learning and Sarsado not require explicit knowledgeof the expected immediate rewards
or the state-transition probilities. Instead, they use samplesfrom the respective distributions, which can
comefrom a stochastic simulation or from the real world itself. This can be a signi¯cant advantage sincein
many problems it is often much easierto produce a simulation than it is to make the expected rewards and
transition probabilities explicit. In Crites' elevator dispatcher, for example, SMDP Q-learning was applied
along tra jectories generatedby a simulation of a 10-story, 4-elevator system. An explicit SMDP model of
this systemwould have beendi±cult to make explicit. This illustrates advantagesof so-calledmodel-free RL
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algorithms such as Q-learning and Sarsa,meaning that they do not need accessto explicit representations
of the expected immediate reward function and the state-transition probabilities. Importantly , however, RL
is not restricted to such model-free methods [72, 5].

RL algorithms that estimate action-values,such as Q-learning and Sarsa,have a secondadvantage when
applied to discrete-event systems. As mentioned in Section 2, ¯nding optimal actions via Q∗ does not
require accessto the one-stepaction models (the R(s, a) and P (s′|s, a)) as it doeswhen only V ∗ is available.
That is, a one-stepahead search is not neededto determine optimal actions. In many problems involving
discrete-event systems,such as the elevator dispatching problem, it is not clear how to conduct a one-step
aheadsearch since the next event can occur at any of an in¯nite number of times in the future. The useof
action-valueseliminates this di±cult y.

Finally, we point out that in our brief presentation of RL algorithms we assumedthat it was possible
to explicitly store values for every state, or action-values for every state-action pair. This is obviously not
feasible for large-scaleproblems, and extensionsof these algorithms need to be consideredthat adjust the
parametersof parametric representations of value functions. It is relatively easyto producesuch extensions,
although, as we mentioned above, the theory of their behavior still contains many open questionswhich are
beyond the scope of this article.

The view of DP-based RL just outlined, which has been assembled by many researchers over roughly
the last ten years, represents our current state of understanding rather than the intuition underlying the
origination of thesemethods. Indeed, DP-based learning originated at least as far back as Samuel's famous
checkersplayer of the 1950s[61, 60], which, however, madeno referenceto the DP literature existing at that
time. Other early RL research wasexplicitly motivated by animal behavior and its neural basis[45, 33, 34, 71].
Much of the current interest is attributable to Werbos[85, 86, 87], Watkins [82], and Tesauro'sbackgammon-
playing system TD-Gammon [75, 76]. Additional information about RL can be found in several references
(e.g., [2, 5, 32, 72]). Despite the utilit y of RL methods in many applications, the amount of time they can
take to form acceptableapproximate solutions can still be unacceptable. As a result, RL researchers are
investigating various means for intro ducing abstraction and hierarchical structure into RL algorithms. In
the following sectionswe review several of the proposedapproaches.

4 Approaches to Hierarchical Reinforcement Learning

Arti¯cial intelligence researchers have addressedthe need for large-scaleplanning and problem solving by
intro ducing various forms of abstraction into problem solving and planning systems, e.g., refs. [18, 37].
Abstraction allows a system to ignore details that are irrelevant for the task at hand. One of the simplest
types of abstraction is the idea of a \macro-operator," or just a \macro," which is a sequenceof operators
or actions that can be invoked by nameas if it werea primitiv e operator or action. Macros form the basisof
hierarchical speci¯cations of operator or action sequencesbecausemacroscan include other macros in their
de¯nitions: a macro can \call" other macros. Also familiar is the idea of a subroutine that can call other
subroutines as well as executeprimitiv e commands. Most of the current research on hierarchical RL focuses
on action hierarchies that follow roughly the samesemantics as hierarchies of macrosor subroutines.

From a control perpsective, a macro is an open-loop control policy and, assuch, is inappropriate for most
interesting control purposes,especially the control of a stochastic system. Hierarchical approaches to RL
generalizethe macro idea to closed-loop policies, or more precisely, closed-loop partial policies becausethey
are generallyde¯ned for a subsetof the state set. The partial policiesmust alsohave well-de¯ned termination
conditions. Thesepartial policies are sometimescalled temporally-extended actions, options [73], skills [80],
behaviors [9, 27], or the more control-theoretic modes [22]. When not discussinga speci¯c formalism, we will
usethe term activity, as suggestedby Harel [23].

For MDPs, this extension adds to the sets of admissible actions, As, s ∈ S, sets of activities, each of
which can itself invoke other activities, thus allowing a hierarchical speci¯cation of an overall policy. The
original one-stepactions, now called the \primitiv e actions," may or may not remain admissible. Extensions
along thesegeneral lines result in decisionprocessesmodeled as SMDPs, where the waiting time in a state
now corresponds to the duration of the selectedactivit y. If τ is the waiting time in state s upon execution of
activit y a, then a takesτ stepsto completewhen initiated in s, wherethe distribution of the random variable
τ now dependson the policies and termination conditions of all of the lower-level activities that comprisea.
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To the best of our knowledge(and as pointed out by Parr [48]), the approach most closely related to this in
the control literature is that of Forestier and Varaiya [20], which we discussbrie° y in Section 4.2.

4.1 Options

Sutton, Precup, and Singh [73] formalize this approach to including activities in RL with their notion of an
option. Starting from a ¯nite MDP, which we call the core MDP, the simplest kind of option consistsof a
(stationary, stochastic) policy π : S× ∪s∈S As → [0, 1], a termination condition β : S → [0, 1], and an input
set I ⊆ S. The option 〈I, π, β〉 is available in state s if and only if s ∈ I. If the option is executed, then
actions are selectedaccording to π until the option terminates stochastically according to β. For example,
if the current state is s, the next action is a with probabilit y π(s, a), the environment makesa transition to
state s′, where the option either terminates with probabilit y β(s′) or elsecontinues, determining the next
action a′ with probabilit y π(s′, a′), and so on. When the option terminates, the agent can select another
option.

It is usual to assumethat for any state in which an option can continue, it can also be initiated, that
is, {s : β(s) < 1} ⊆ I. This implies that an option's policy only needsto be de¯ned over its input set I.
Note that any action of the core MDP, a primitive action a ∈ ∪s∈SAs, is also an option, called a one-step
option, with I = {s : a ∈ As} and β(s) = 1 for all s ∈ S. Sutton et al. [73] give the example of an option
namedopen-the-door for a hypothetical robot control system. This option consistsof a policy for reaching,
grasping and turning the door knob, a termination condition for recognizingthat the door has beenopened,
and an input set restricting execution of open-the-door to states in which a door is within reach.

An option of the type just de¯ned is called a Markov option becauseits policy is Markov, that is, it sets
action probabilities basedsolely on the current state of the core MDP. To allow more ° exibilit y, especially
with respect to hierarchical architectures, onemust include semi-Markov options whosepoliciescansetaction
probabilities basedon the entire history of states, actions, and rewards since the option was initiated [73].
Semi-Markov options include options that terminate after a pre-speci¯ed number of time steps, and most
importantly , they are neededwhen policiesover options are considered,i.e., policiesµ : S×∪s∈S Os → [0, 1],
whereOs is the set of admissibleoptions for state s (which can include all the one-stepoptions corresponding
to the admissibleprimitiv e actions in As).

A policy µ over options selectsoption o in state s with probabilit y µ(s, o); o's policy in turn selects
other options until o terminates. The policy of each of these selectedoptions selectsother options, and so
on. Expanding each option down to primitiv e actions, we seethat any policy over options, µ, determines
a conventional policy of the core MDP, which Sutton et al. [73] call the flat (i.e, non-hierarchical) policy
corresponding to µ, denoted flat(µ). Flat policies corresponding to policies over options are generally not
Markov even if all the options are Markov. The probabilit y of a primitiv e action at any time step dependson
the current core state plus the policies of all the options currently involved in the hierarchical speci¯cation.
This dependenceis made more explicit in the work of Parr [48] and Dietterich [14], which we discussbelow.
Using this machinery (made preciseby Precup [52]), one can de¯ne hierarchical options as triples 〈I, µ, β〉,
where I and β are the sameas for Markov options but µ is a semi-Markov policy over options.

Value functions for option policiescan be de¯ned in terms of value functions of semi-Markov ° at policies.
For a semi-Markov ° at policy π:

V π(s) = E{rt+1 + γrt+2 + · · · + γτ−1rt+ τ + · · · |E(π, s, t)},

whereE(π, s, t) is the event of π being initiated at time t in s. Note that this valuecandependon the complete
history from t onwards, but not on events earlier than t sinceπ is semi-Markov. Given this de¯nition for
° at policies,V µ(s), the value of s for a policy µ over options, is de¯ned to be V flat(µ) (s). Similarly, one can
de¯ne the option-value function for µ as follows:

Qµ(s, o) = E{rt+1 + γrt+2 + · · · + γτ−1rt+ τ + · · · |E(oµ, s, t)},

where oµ is the semi-Markov policy that follows o until it terminates after τ time stepsand then continues
according to µ.

Adding any set of semi-Markov options to a core ¯nite MDP yields a well-de¯ned discrete-time SMDP
whoseactions are the options and whoserewards are the returns delivered over the courseof an option's
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execution. Sincethe policy of each option is semi-Markov, the distributions de¯ning the next state (the state
at an option's termination), waiting time, and rewards depend only on the option executedand the state
in which its execution was initiated. Thus, all of the theory and algorithms applicable to SMDPs can be
appropriated for decisionmaking with options.

In their e®ort to treat options asmuch aspossibleas if they wereconventional single-stepactions, Sutton
et al. [73] intro duced the interesting concept of a multi-time model of an option that generalizesthe single-
step model consisting of R(s, a) and P (s′|s, a), s, s′ ∈ S, of a conventional action a. For any option o, let
E(o, s, t) denote the event of o being initiated in state s at time t. Then the reward part of the multi-time
model of o for any s ∈ S is:

R(s, o) = E{rt+1 + γrt+2 + · · · + γτ−1rt+ τ |E(o, s, t)},

where t + τ is the random time at which o terminates. The state-prediction part of the model of o for s is:

P (s′|s, o) =
∞∑

τ=1

p(s′, τ )γτ ,

for all s ∈ S, wherep(s′, τ ) is the probabilit y that the o terminates in s′ after τ stepswhen initiated in state
s. Though not itself a probabilit y, P (s′|s, o) is a combination of the probabilit y that s′ is the state in which
o terminates together with a measureof how delayed that outcome is in terms of γ.

The quantities R(s, o) and P (s′|s, o) respectively generalize the reward and transition probabilities,
R(s, a) and P (s′|s, a), of the usual MDP in such a way that onecan write a generalizedform of the Bellman
optimalit y equation. If V ∗O denotesthe optimal value function over an option setO, then

V ∗O(s) = max
o∈Os

[R(s, o) +
∑

s′

P (s′|s, o)V ∗O(s′)], (11)

which reducesto the usual Bellman optimalit y equation (2) if all the options are one-stepoptions (β(s) = 1,
s ∈ S). A Bellman equation analogousto (3) can be written for Q∗O:

Q∗O(s, o) = R(s, o) +
∑

s′

P (s′|s, o) max
o′∈Os′

Q∗O(s′, o′), (12)

for all s ∈ S and o ∈ Os.
The systemof equations(11) and (12) canbesolvedrespectively for V ∗O andQ∗O, exactly or approximately,

using methods that generalizethe usual DP and RL algorithms [54]. For example, the DP backup analogous
to (5) for computing option-values is:

Qk+1 (s, o) = R(s, o) +
∑

s′∈S
P (s′|s, o) max

o′∈Os′
Qk(s′, o′),

and the corresponding Q-learning update analogousto (8) is:

Qk+1 (s, o) = (1− αk)Qk(s, o) + αk[r + γτ max
o′∈Os′

Qk(s′, o′)]. (13)

This update is applied upon the termination of o at state s′ after executing for τ time steps, and r is the
return accumulated during o's execution. This is the specialization of SMDP Q-learning given by (10) to
the SMDP that results from adding options to an MDP. It reducesto conventional Q-learning when all
the options are one-step options. In addition to refs. [52, 73], seerefs. [54, 53, 48] for discussionof this
formulation and its relation to conventional SMDP theory.

As in the caseof conventional MDPs, given V ∗O or Q∗O, optimal policies over options can be determined
as (stochastic) greedy policies. If each set of admissible options, Os, s ∈ S, contains one-step options
corresponding to all of the primitiv e actions a ∈ As of the core MDP, then it is clear that the optimal
policies over options are the sameas the optimal policies for the core MDP (since primitiv e actions give the
most re¯ned degreeof control). On the other hand, if some of the primitiv e actions are not available as
one-stepoptions, then optimal policies over the set of available options are in generalsuboptimal policies of
the core MDP.
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The theory described above all falls within conventional SMDP theory, which is specializedby the focus
on semi-Markov options. A shortcoming of this is that the internal structure of an option is not readily
exploited. Precup [52] writes:

SMDP methods apply to options, but only when they are treated as opaque indivisible units.
Once an option has been selected, such methods require that its policy be followed until the
option terminates. More interesting and potentially more powerful methods are possible by
looking inside options and by altering their internal structure. |Precup [52] p. 58.

For example, the Q-learning update (13) for options does nothing until an option terminates (and so does
not apply to non-terminating options), and it only applies to one option at a time. This is the motivation
for intra-option learning methods which allow learning useful information before an option terminates and
can be usedfor multiple options simultaneously. For example,a variant of Q-learning, called one-step intra-
option Q-learning [52], works as follows. Suppose(primitiv e) action at is taken in st, and the next state and
immediate reward are respectively st+1 and rt+1 . Then for every Markov option o = 〈I, π, β〉 whosepolicy
could have selectedat according to the samedistribution π(st, ·), this update is applied:

Qk+1 (st, o) = (1− αk)Qk(st, o) + αk[rt+1 + γUk(st, o)], (14)

where
Uk(s, o) = (1− β(s))Qk(s, o) + β(s) max

o′∈O
Qk(s, o′),

which is an estimate of the value of state-option pair (s, o) upon arrival in state s. In the caseof deterministic
option policies, for example, this update is applied to all options whosepolicies selectat in st whether that
option was executing or not. If all the options in O are deterministic and Markov, then for every option in
O this convergesto Q∗O with probabilit y 1, provided the αk decay appropriately and that in the limit every
primitiv e action is executedin¯nitely often in every state [52].

Although its utilit y for hierarchical RL is limited due to its restriction to Markov options, one-stepintra-
option Q-learning is oneexampleof a classof methods that take advantage of the structure of the coreMDP.
Related methods have beendeveloped for estimating multi-time models of many options simultaneously by
exploiting Bellman-like equations relating the components R(s, a) and P (s′|s, a) of multi-time models for
successive states. Results also exist on interrupting an option's execution in favor of an option more highly
valued for the current state, and for adjusting an option's termination condition to allow the longestexpected
execution without sacri¯cing performance. SeeSutton et al. [73] and Precup [52] for details on these and
other option-related algorithms and illustrations of their performance.

The primary motivation for the options framework is to permit oneto add temporally-extended activities
to the repertoire of choices available to an RL agent, while at the same time not precluding planning
and learning at the ¯ner grain of the core MDP. The emphasisis therefore on augmentation rather than
simpli¯cation of the core MDP. If all the primitiv e actions remain in the option set as one-step options,
then clearly the spaceof realizable policies is unrestricted so that the optimal policies over options are the
sameas the optimal policies for the core MDP. But since ¯nding optimal policies in this casetakes more
computation via conventional DP than doesjust solving the coreMDP, oneis tempted to ask what onegains
from this augmentation of the core MDP. One answer is to be found in the useof RL methods. For RL, the
availabilit y of temporally-extended activities can dramatically improve the agent's performancewhile it is
learning, especially in the initial stagesof learning. Invoking multi-step options provides oneway to prevent
the prolonged period of \° ailing" that one often seesin RL systems. Options also can facilitate transfer of
learning to related tasks. Of course,only someoptions can facilitate learning in this way, and a key question
is how does a system designerdecide on what options to provide. On the other hand, if the set of options
doesnot include the one-stepoptions corresponding to all of the primitiv e actions, then the spaceof policies
over options is a proper subsetof the set of all policies of the core MDP. In this case,though, the resulting
SMDP can be much easier to solve than the core MDP: the options simplify rather than augment. This
is the primary motivation of two other apporaches to abstraction in RL that we consider in the next two
sections.

In the current state-of-the-art, the designerof an RL systemtypically usesprior knowledgeabout the task
to add a speci¯c set of options to the set of primitiv e actions available to the agent. In somecases,complete
option policiescan be provided; in other cases,option policiescan be learnedusing, for example,intra-option
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learning methods together with option-speci¯c reward functions that are provided by the designer. Providing
options and their policies a priori is an opportunit y to use background knowledgeabout the task to try to
acceleratelearning and/or provide guaranteesabout systemperformanceduring learning. Perkins and Barto
[51, 50], for example, consider collections of options each of which descendson a Lyapunov function. Not
only is learning accelerated,but the goal state is reached on every learning trial while the agent learns to
reach the goal more quickly by approximating a minimum-time policy over theseoptions.

When option policies are learned, they usually are policies for e±ciently achieving subgoals, where a
subgoal is often a state, or a region of the state space,such that reaching that state or region is assumed
to facilitate achieving the overall goal of the task. The canonical example of a subgoal is a doorway in a
robot navigation scenario. Given a collection of subgoals,one can de¯ne subgoal-speci¯c reward functions
that positively reward the agent for achieving the subgoal (while possibly penalizing it until the subgoal
is achieved). Options are then de¯ned which terminate upon achieving a subgoal, and their policies can
be learned using the subgoal-speci¯c reward function and standard RL methods. Precup [52] discussesone
way to do this by intro ducing subgoal values, and Dietterich [14], whoseapproach we discussin Section 4.3,
proposesa similar schemeusing pseudo-reward functions.

A natural question, then, is how are useful subgoalsdetermined? McGovern [43, 44] developed a method
for automatically identifying potentially useful subgoalsby detecting regionsthat the agent visits frequently
on successfultra jectories but not on unsuccessfultra jectories. An agent using this method selectssuch
regionsthat appear early in learning and persist throughout learning, createsoptions for achieving them and
learnstheir policies,and at the sametime learnsa higher-level policy that invokestheseoptions appropriately
to solve the overall task. Experiments with this method suggestthat it can be useful for acceleratinglearning
on single tasks, and that it can facilitate knowledge transfer as previously-discovered options are reusedin
related tasks. This approach builds on previous work in arti¯cial intelligence that addressesabstraction,
particularly that of Iba [28], who proposeda method for discovering macro-operators in problem solving.
Related ideashave beenstudied by Digney [15, 16].

4.2 Hierarchies of Abstract Machines

Parr [48, 49] developed an approach to hierarchically structuring MDP policiescalled Hierarchies of Abstract
Machines or HAMs. Like the options formalism, HAMs exploit the theory of SMDPs, but the emphasisis
on simplifying complex MDPs by restricting the classof realizable policies rather than expanding the action
choices. In this respect, aspointed out by Parr [48], it hasmuch in commonwith the multila yer approach for
controlling large Markov chains described by Forestier and Varaiya [20] who considereda two-layer structure
in which the lower level controls the plant via one of a set of pre-de¯ned regulators. The higher level, the
supervisor, monitors the behavior of the plant and interveneswhen its state enters a set of boundary states.
Intervention takesthe form of switching to a new low-level regulator. This is not unlike many hybrid control
methods [8] except that the low-level processis formalized as a ¯nite MDP and the supervisor's task as a
¯nite SMDP. The supervisor's decisionsoccur whenever the plant reachesa boundary state, which e®ectively
\erases" the intervening states from the supervisor's decisionproblem, thereby reducing its complexity [20].
In the options framework, each option correspondsto a low-level regulator, and when the option set doesnot
contain the one-stepoptions corresponding to all primitiv e actions, the samesimpli¯cation results. HAMs
extend this idea by allowing policies to be speci¯ed as hierarchies of stochastic ¯nite-state machines.

The idea of the HAM approach is that policies of a core MDP are de¯ned as programs which execute
basedon their own states as well as the current states of the core MDP. Departing somewhat from Parr's
[48] notation, let M be a ¯nite MDP with state set S and action setsAs, s ∈ S. A HAM policy is de¯ned
by a collection of stochastic ¯nite-state machines, {Hi}, with state setsSi, stochastic transition functions
δi, and input sets all equal to M's state set, S. Each machine i also has a stochastic function Ii : S → Si
that sets the initial state of M in the manner described below. Each Hi has four types of states: action,
call, choice, and stop. An action state generatesan action of the core MDP, M, based on the current
state of M and the current state of the currently executing machine, say Hi. That is, at time step t, the
action at = π(mi

t, st) ∈ Ast , wheremi
t is the current state of Hi and st is the current state of M. A call

state suspendsexecution of the currently executingHi and initiates execution of another machine, say Hj ,
where j is a function of Hi's state mi

t. Upon being called, the state of Hj is set to Ij(st). A choice state
nondeterministically selectsa next state of Hi. Finally, a stop state terminates execution of Hi and returns
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control to the machine that called it (whose execution commenceswhere it was suspended). Meanwhile,
the core MDP, upon receiving an action, makes a transition to a next state according to its transition
probabilities and generatesan immediate reward.2 If no action is generatedat step t, thenM remains in its
current state. Parr de¯nes a HAM H to be the initial machine together with the closureof all machine states
in all machines reachable from the possibleinitial states of the initial machine. Let us call this state set SH.
For convenience,he also assumesthat the initial machine doesnot have a stop state and that there are no
in¯nite, probabilit y 1, loops that do not contain action states. This ensuresthat the core MDP continuesto
receive primitiv e actions.

Figure 1 shows a simple HAM state-transition diagram similar to an examplegiven by Parr and Russell
[49] for control simple simulated mobile robot. This HAM runs until the robot reaches an intersection.
Whenever an obstacle is encountered, a choice state is entered that allows the robot to decideto back away
from the obstacleby calling the machine back-off or to try to get around the obstacleby calling the machine
follow-wall. Each of thesemachines has its own state-transition structure, possibly containing additional
choice and call states. When this HAM is selected,it deterministically starts by calling the follow-wall

machine.

follow-wall

back-off

stopChoose

Start

obstacle intersection

obstacle intersection

Figure 1: State-Transition Structure of a Simple HAM (after Parr [49]).

The composition of a HAM H and an MDP M, asdescribed above, yields a discrete-time SMDP denoted
H ◦M. The state set of H ◦M is S×SH, and its transitions are determined by the parallel action of the
transition functions of H andM. The only actions of H ◦M are the choicesallowed in the choice points of
H ◦M, which are the states whoseH components are choice states. These actions change only the HAM
component of each state. This is an SMDP becauseafter a choice is made, the system|the composition of
H andM|runs autonomously until another choice point is reached. All the primitiv e actions to M during
this period are fully determined by the action states of H. The expected immediate rewards of H ◦M
are the expected returns accumulated during theseperiods betweenchoice points, and they are determined
by the immediate rewards of M together with rewards of zero for the time steps in which M's state does
not change. Thus, one can think of a HAM as a method for delineating a possibly drastically restricted
set of policies for M. This restriction is determined by the prior knowledge that the HAM's designer, or
programmer, has about what might be good ways to control M.

The next step, which corresponds to the main observation of Forestier and Varaiya [20], is to note that
in determining an optimal policy for H ◦M, the only relevant states are the choice points; the rest can
be \erased." Therefore, there is an SMDP, called reduce(H ◦M), that is equivalent to H ◦M but whose
states are just the choice points of H ◦M. Optimal policies of reduce(H ◦M) are the sameas the optimal
policies of H ◦M. Of course,how closethese policies will be to optimal policies of M will depend on the
programmer's knowledgeand skill.

How does RL enter into the HAM framework? It is easy to seethat SMDP Q-learning given by (10)

2Parr [48] restricts the HAM call graph to be a tree so that call stack contents do not need to be treated as part of the
program state, a point we gloss over in our discussion. This kind of machine hierarchy is an instance of a Recurisve Transition
Network as discussed by Woods [88].
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can be applied to reduce(H ◦M) to approximate optimal policies for H ◦M. The important strength of
an RL method like SMDP Q-learning in this context is that it can be applied to reduce(H ◦M) without
performing any explicit reduction of H ◦M. Trajectories of M under control of HAM H, i.e., tra jectories
of H ◦M, are generated,either through simulation or observed from the real system. The update (10) is
applied from choice point to choice point. In more detail, the learning system maintains a Q-table with
entries Q([s,m], a) for each state, s, ofM, each choice state, m, of H, and each action, a, that can be taken
from the corresponding choice point. It also has to store the previous choice point, [sc,mc], and the action
selectedat that choice point, ac. Supposechoice point [sc,mc] is encountered at time step t, and the next
choice point, [s′c,m

′
c], is encountered at t + τ . Then the SMDP Q-learning update (10) appearsas follows:

Qk+1 ([sc,mc], ac) = (1− αk)Qk([sc,mc], ac) + αk[rt+1 + γrt+2 + · · · + γτ−1rt+ τ + γτ max
a′

Qk([s′c,m
′
c], a

′)].

Here, the max is taken over all actions available in choice point [s′c,m
′
c]. Clearly the between-choice return,

rt+1 + γrt+2 + · · · + γτ−1rt+ τ , can be accumulated iterativ ely between the visits to these choice points. If
the SMDP Q-learning convergenceconditions are in force (Section 3), then the sequenceof action-values
functions generatedby this algorithm convergesto Q∗ of reduce(H ◦M) with probabilit y 1. Consequently ,
any sequenceof policies that are greedy with respect to these successive action-value functions converges
with probabilit y 1 to an optimal policy.

We know of no large-scaleapplications of HAMs at the present time, but Parr [48] and Parr and Rus-
sell [49] illustrate the advantagesthat HAMs can provide in several simulated robot navigation tasks. Andre
and Russell [1] increasedthe expressive power of HAMs by intro ducing Programmable HAMs (PHAMs),
which add interrupts, aborts, local state variables, and the abilit y to passparameters. PHAMs, and other
extenstionsof HAMs that may occur in the future, point the way toward methods theoretically grounded in
stochastic optimal control that use expressive programming languagesto provide a knowledge-rich context
for RL.

4.3 MAXQ Value Function Decomposition

Dietterich [14] developed another approach to hierarchical RL called the MAX Q Value Function Decompo-
sition, which we call simply MAX Q. Like options and HAMs, this approach relies on the theory of SMDPs.
Unlik e options and HAMs, however, the MAX Q approach does not rely directly on reducing the entire
problem to a single SMDP. Instead, a hiearchy of SMDPs is created whosesolutions can be learned simul-
taneously. The MAX Q approach starts with a decomposition of a core MDP M into a set of subtasks
{M0,M1, . . . ,Mn}. The subtasks form a hierarchy with M0 being the root subtask, which means that
solvingM0 solvesM. Actions taken in solvingM0 consist of either executing primitiv e actions or policies
that solve other subtasks,which can in turn invoke primitiv e actions or policies of other subtasks,etc.

The structure of the hierarchy is summarized in a task graph, an example of which is given in Figure 2
for a Taxi problem that Dietterich usesasan illustration. Each episode of the overall task consistsof picking
up, transporting, and dropping o® a passenger. The overall problem, corresponding to the root node of
the graph, is decomposed into the subtask Get, which is the subtask of going to the passenger'slocation
and picking them up, and the subtask Put, which is the subtask of going to the passenger'sdestination and
dropping them o®. Thesesubtasks,in turn, are respectively decomposedinto the primitiv e actionsPickup or
Dropoff, which respectively pick up and drop o®a passenger,and the subtask Navigate(t), which consists
of navigating to one of the locations indicated by the parameter t. (A subtask parameterized like this is
shorthand for multiple copiesof the subtask, onefor each value of the parameter.) This subtaskNavigate(t)
is decomposed into the primitiv e actions that are moves North, South, East, or West. The subtasks and
primitiv e actions into which a subtaskMi is decomposedare called the \children" of Mi. An important
aspect of a task graph is that the order in which a subtask's children are shown is arbitrary . Which choice
the higher level controller makesdependson its policy. The graph just restricts the action choicesthat can
be made at each level. SeeDietterich [14] for details.

Each subtask,Mi, consistsof three components. First, it has a subtask policy, πi, that can selectother
subtasksfrom the set ofMi's children. Here, aswith options, primitiv e actions are special casesof subtasks.
Second,each subtask has a termination predicate that partitions the state set, S, of the core MDP into Si,
the set of active states, in which Mi's policy can execute,and Ti, the set of termination states, which when
entered causesthe policy to terminate. Third, each subtaskMi has a pseudo-reward function that assigns
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Root

Get Put

Pickup Navigate(t) Dropoff

North South East West

Figure 2: A Task Graph for the Taxi Problem (after Dietterich [14]).

reward valuesto the states in Ti. The pseudo-reward function is only usedduring learning, which we discuss
after ¯rst describing how the task graph hierarchy allows value functions to be decomposed.

A subtask is very much like a hierarchical option, 〈Ii, µi, βi〉, as de¯ned in Section4.1, with the addition
of a pseudo-reward function. The policy over options, µi, corresponds to the subtask's πi; the termination
condition, βi, in this caseassignsto states termination probabilities of only 1 or 0; and the option's input
set Ii corresponds to Si. Unlik e the option formalism, however, which treats semi-Markov options, MAX Q
explicitly addsa component to each state that givesthe current contents, K, of a pushdown stack containing
the namesand parameter valuesof the hierarchy of calling subtasks,as in subroutine handling of ordinary
programming languages.At any time step, the top of the stack contains the name of the subtask currently
being executed. Thus, while a subtask's policy is non-Markov with respect to the state set of the coreMDP,
it is Markov with respect to this augmented state set. As a consequence,each subtask policy has to assign
actions to every combination, [s,K], of core state s and stack contents K.

Given a hierarchical decomposition ofM into n subtasksasgiven by a task graph, a hierarchical policy is
de¯ned to be π = {π0, . . . , πn}, whereπi is the policy ofMi. The hierarchical value function for π givesthe
value, i.e., the expectedreturn, for each state-stack pair, [s,K], given that π is followed from s when the stack
contents areK. This value is denotedV π([s,K]). The \top level" value of a state s is V π([s, nil]), indicating
that the stack is empty. This is the value of s under the ° at policy induced by the hierarchy of subtask
calls starting from the root of the hierarchy. The projected value function of hierarchical policy π on subtask
Mi gives the expected return of each state s under the assumption that πi is executeduntil it terminates.
This projected value is denoted V π(i, s). This is the sameas the value function of the hierarchical option
corresponding to Mi as de¯ned in Section 4.1.

Given a hierarchical decomposition ofM and a hierarchical policy, π, each subtaskMi de¯nes a discrete-
time SMDP with state set is Si. Its actions are its child subtasks,Ma, and its transition probabilities,
Pi(s′, τ |s, a) (cf. Eqs. 6 and 7), are well-de¯ned given the policies of the lower-level subtasks. A key obser-
vation, which follows that of Singh [66, 67], is that this SMDP's expected immediate reward, Ri(s, a), for
executing action (subtask) a is the projected value of π on subtaskMa. That is, for all s ∈ Si and all child
subtasksMa ofMi, Ri(s, a) = V π(s, a). To seewhy this is true, supposethe core MDP is in state s when
subtaskMi selectsone of its child subtasks,Ma, for execution. Expanding Ma's policy down to primitiv e
actions results in a ° at policy that accumulates rewards according to the core MDP until Ma terminates at
a state s′ ∈ Ta. The waiting time for s when this action is chosenis the execution time ofMa's policy. The
reward accumulated during this waiting time is V π(s, a). Given this, one can write a Bellman equation for
the SMDP corresponding to subtaskMi:

V π(i, s) = V π(πi(s), s) +
∑

s′,τ

Pπi (s′, τ |s, πi(s))γτV π(i, s′), (15)
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whereV π(i, s′) is the expected return for completing subtaskMi starting in state s′ (cf. Eq. 6).
The action-value function, Q, de¯ned by (1) can be extendedto apply to subtasks: for hierarchical policy

π, Qπ(i, s, a) is the expected return for action a (a primitiv e action or a child subtask) being executed in
subtaskMi and then π being followed until Mi terminates. In terms of this subtask action-value function,
the observation expressedin (15) takesthe form:

Qπ(i, s, a) = V π(a, s) +
∑

s′,τ

Pπi (s′, τ |s, a)γτQπ(i, s′, π(s′)) . (16)

Dietterich [14] calls the secondterm on the right of this equation the completion function:

Cπ(i, s, a) =
∑

s′,τ

Pπi (s′, τ |s, a)γτQπ(i, s′, π(s′)) .

This gives expected return for completing subtaskMi after subtaskMa terminates. Rewriting (16) using
the completion function, we have

Qπ(i, s, a) = V π(a, s) + Cπ(i, s, a). (17)

Now it is possibleto describe the MAX Q hierarchical value function decomposition. Given a hierarchical
policy π and a state s of the core MDP, suppose the policy of the top-level subtask,M0, selectssubtask
Ma1 , and that this subtask's policy selectssubtaskMa2 , whosepolicy in turn selectssubtaskMa3 , etc.
until ¯nally subtaskMan−1 's policy selectsan, a primitiv e action that is executed in the core MDP. Then
the projected value of s for the root subtask, V π(0, s), which is the value of s in the core MDP, can be
written as follows:

V π(0, s) = V π(an, s) + Cπ(an−1, s, an) + · · · + Cπ(a1, s, a2) + Cπ(0, s, a1), (18)

whereV π(an, s) =
∑
s′ P (s′|s, an)R(s′|s, an).

The decomposition (18) is the basisof a learning algorithm that is able to learn hierarchical policies from
sampletra jectories. The details of this algorithm are somewhatcomplexand beyond the scope of this review,
but we describe the basic idea. This algorithm is a recursively applied form of SMDP Q-learning that takes
advantage of the MAX Q value function decomposition to update estimatesof subtask completion functions.
The simplest version of this algorithm applies when the pseudo-reward functions of all the subtasks are
identically zero. The key component of the algorithm is a function|called MAX Q-0 for this special case|
that calls itself recursively to descendthrough the hierarchy to ¯nally executeprimitiv e actions. When it
returns from each call, it updates the completion function corresponding to the appropriate subtask, with
discounting determined by the returned count of the number of primitiv e actions executed. For details see
Dietterich [14].

If the agent follows a policy that is GLIE (Section 3) and also further constrained to always break ties in
the sameorder, and the step-sizeparameterconvergesto zeroaccordingto the usualstochastic approximation
conditions, then the algorithm sketched above convergeswith probabilit y 1 to the unique recursively optimal
policy for M that is consistent with the task graph. A recursively optimal policy is a hierarchical policy,
π = {π0, . . . , πn}, such that for each subtaskMi, i = 0, . . . , n, πi is optimal for the SMDP corresponding
to Mi, given the policies of Mi's children subtasks. This form of optimal policy stands in contrast to a
hierarchically optimal policy, which is a hierarchical policy that is optimal among all the policies that can
be expressedwithin the constraints imposedby the given hierarchical structure.

Examples of policies that are recursively optimal but not hierarchically optimal are easy to construct.
This is becausethe hierarchical optimalit y of a subtaskgenerallydependsnot only on that subtask'schildren,
but also on how the subtask participates in higher-level subtasks. For example, the hierarchically optimal
way to travel to a given destination may depend on what you intend to do after arriving there in addition
to properties of the trip itself. SMDP DP or RL methods applied to HAMs, or to MDPs with options whose
policies are ¯xed a priori, yield hierarchically optimal policies, and it is relatively easyto de¯ne a learning
algorithm for MAX Q hierarchies that also produceshierarchically optimal policies. Dietterich's interest in
the weaker recursive optimalit y stemsfrom the fact that this form of optimalit y can be determined without
consideringthe context of a subtask. This facilitates using subtask policies a building blocks for other tasks
and has implications for state abstraction, although we do not touch on the latter aspect in this review.
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What about the pseudo-reward functions? These functions allow a system designerwithin the MAX Q
framework to specify subtasksby de¯ning subgoalsthat they must achieve but without specifying policies
for achieving them. In this respect, they play the samerole as do the auxiliary reward functions that can
be used in the options framework for learning option policies. The MAX Q-0 learning algorithm sketched
above can be extended to an algorithm, called MAX Q-Q, that learns a policy that is recursively optimal
hierarchical with respect to the sum of the original reward function and the pseudo-reward functions.

We have not been able to do justice to the MAX Q approach and associated algorithms in this short
review. However, we have presented enough to provide a basis for seeinghow SMDP theory again plays a
central role in an approach to hierarical RL. Like HAMs, MAX Q is an excellent example of how concepts
from programming languagescan be fruitfully integrated with a stochastic optimal control framework.

5 Recent Advances in Hierarchical RL

Thus far we have surveyed di®erent approachesto hierarchical RL, all of which are basedon the underlying
framework of SMDPs. Theseapproachescollectively su®erfrom somekey limitations: policiesare restricted
to sequential combinations of activities; agents are assumedto act alone in the environment; and ¯nally ,
states are consideredto be fully accessible.In this section, we addresstheseassumptionsand describe how
the SMDP framework can be extendedto concurrent activities, multiagent domains, and partially observable
states.

5.1 Concurrent Activities

Here we summarize recent work by Rohanimaneshand Mahadevan [57] towards a general framework for
modeling concurrent activities. This framework is motivated by situations in which a single agent can
executemultiple parallel processes,as well as by the multiagent casein which many agents act in parallel
(addressedin Section 5.2). Managing concurrent activities clearly is a central component of our everyday
behavior: in making breakfast, we interleave making toast and co®eewith other activities such as getting
milk; in driving, we search for road signswhile controlling the wheel, acceleratorand brakes.

Building on the SMDP framework described above, this approach focuseson modeling concurrent activi-
ties, whereeach component activit y is temporally extended. One immediate question that arisesin modeling
concurrent activities is that of termination: unlike the purely sequential case,when multiple activities are
executedsimultaneously, concurrently executingactivities do not generally terminate at the sametime. How
does one de¯ne the termination of a set of concurrent activities? Among the termination schemesstudied
by Rohanimaneshand Mahadevan [57] are the following two. The any schemeterminates all other activities
when the ¯rst activit y terminates, whereasthe all schemewaits until all existing activities terminate before
choosing a new concurrent set of activities. Theseresearchers have also studied other schemes,such as con-
tinue, which replacesthe terminated activit y with a set of new activities that includes the activities already
executing. For simplicit y, we restrict our discussionto the ¯rst two schemes.

For concreteness,we describe the concurrent activit y model using the options formalism described in
Section 4.1. The treatment here is restricted to options over discrete-time SMDPs and having deterministic
policies, but the main ideasextend readily to the other variants (HAMs, MAX Q), as well as to continuous-
time SMDPs. (Seeref. [21] for a treatment of hierarchical RL for continuous-time SMDPs.) The sequential
option model is generalisedto a multi-option, which is a set of options that can be executed in parallel.
Here we discussthe simple casein which the options comprising a multi-option in° uencedi®erent sets of
state variables that do not interact. (This assumption can be generalized,but for simplicit y, we restrict our
treatment here.) For example,turning the radio o®and pressingthe brake can always be executedin parallel
sincethey a®ectdi®erent non-interacting state variables.

We now de¯ne a multi-option (denoted by ~o) more precisely. Let o =< I, π, β > be an option as de¯ned
in Section4.1 on a coreMDP with state setS ⊆ ¦ n

1Si, whereSi is the rangeof state variable si, i = 1, . . . , n.
Supposethat while option o is executing, it in° uencesonly a subsetof the state variablesSo ⊆ {s1, s2, ..., sn}.
Assumealsothat while o is executing, thesevariablesdo not in° uence,and arenot in° uencedby, any variables
not in So. A set of options {o1, . . . , om}, each de¯ned on the samecore MDP, is coherent if ∩m1 Soi = ∅.
This ensuresthat each option will a®ectdi®erent components of the state set so that any subset of them
can be executed in parallel without interfering with one another. In other words, while a coherent set of
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options is executing, the systemadmits a parallel decomposition with each component corresponding to the
state variables in° uenced by one of the options. In the driving example, the turn-radio-on and brake

options comprisea coherent set, but the turn-right and accelerate options do not sincethe state variable
position is in° uencedby both. A multi-option over an MDP M is a coherent set of options overM.

When multi-option ~o is executed in state s, several options oi ∈ ~o are initiated. Each option oi will
terminate at somerandom time toi . We can de¯ne the termination of a multi-option basedon either of the
following events: (1) Tall = maxi(toi ): when all the options oi ∈ ~o terminate according to βi(s), multi-option
~o is declared terminated, or (2) Tany = mini(toi ): when any (i.e., the ¯rst) of the options terminate, the
options that are still executing at that time are interrupted.

We then have the following result. Given a ¯nite MDP and a collection of multi-options de¯ned on it,
where the underlying options are Markov, the decision processthat selectsonly among multi-options, and
executeseach oneuntil its termination accordingto the Tall or Tany termination conditions, is a discrete-time
SMDP. The proof requires showing that the state transition probabilities and the rewards corresponding to
any concurrent option ~o de¯nes an SMDP [57]. The signi¯cance of this result is that SMDP Q-learning
methods can be extended to learn policies over concurrent options under this model.

The extended SMDP Q-learning algorithm for learning policies over multi-options updates the multi-
option value function Q(s, ~o) after each decision epoch in which the multi-option ~o is taken in state s and
terminates in state s′ (under either termination condition):

Qk+1 (s, ~o) = (1− αk)Qk(s, ~o) + α

[
r + γτ max

~o′∈Os′
Qk(s′, ~o′)

]
, (19)

where τ denotes the number of time steps between initiation of the multi-option ~o in state s and its ter-
mination in state s′, and r denotesthe cumulativ e discounted reward over this period. This learning rule
generalizes(13) to multi-options. It is straightforward to also generalizeother learning algorithms, such as
the intra-option Q-learning algorithm (14) to multi-options.

As a simple illustrativ e example of using this concurrent SMDP Q-learning algorithm, Rohanimanesh
and Mahadevan [57] consideredan environment consisting of four \ro oms", each of which is divided into a
discrete set of cells (Figure 3). Each room contains two doors, each of which can be \op ened" by two keys.
The agent is given options for getting to each door from any interior room state, and for opening a locked
door. It has to learn the shortest path to the goal by concurrently combining theseoptions. The agent can
reach the goal more quickly if it learns to parallelize the option for retrieving the key before it reaches a
locked door. However, retrieving the key too early is counterproductive since it can be dropped with some
probabilit y. The processof retrieving a key is modeled as an SMDP consisting of a linear chain of states to
model the waiting processbefore the agent is holding the key.

Figure 4 comparesthe policies learned with strictly sequential options, as described in Section 4.1, using
the Q-learning algorithm (13), with policies over multi-options learned using the extended Q-learning rule
(19). The vertical axis plots the median steps to the goal in each trial. Note that the sequential solution is
the slowest, taking the agent about 50 stepsto reach the goal. The termination condition Tall is faster than
the sequential case,taking about 45 stepsto reach the goal. Both of these,however, are signi¯cantly slower
than the Tany and Tcontinue policies, which reach the goal in half the time. Tany convergesthe slowest, since
it terminates multi-options fairly aggressively resulting in more decisionepochs. Tcontinue provides the best
tradeo®betweenspeedof convergenceand optimalit y of the learned policy.

The multi-option formalism can be extendedto allow casesin which options executing in parallel modify
the sameshared variables at the same time. Details of this extension is beyond the scope of the present
article.

5.2 Multiagent Coordination

Concurrency is the basis for modeling coordination among multiple simultaneously behaving agents. From
a theoretical point of view, it matters little if concurrent activities are being executedby a single agent or
by multiple cooperating agents. However, the multiagent problem usually involves other complexities as
well, such as the fact that one agent cannot usually observe the actions or the states of other agents in the
environment. We addressthe issue of hidden state in the next section; here we focus on the problem of
learning a policy acrossjoint states and joint actions.
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(to each room’s 2 hallways)
- One single step no-op option

- 8 multi-step navigation options

- 3 stochastic primitive actions for keys
(get-key, key-nop and putback-key)

each key
- Drops the keys 20% of times when passing
through the water trap and holding both keys

- 2 multi-step key options (pickup-key) for

water trap

and holding both keys

- 4 stochastic primitive actions
(Up, Down, Left and Right)
- Fail 10% of times, when not passing
the water trap
- Fail 30% of times, when passing the
water trap

Agent H0

H2

H1 H3 (Goal)

Figure 3: An Illustrativ e Problem for Concurrent Options.
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Figure 4: Multi-Option Comparison. This graph comparesa multi-option SMDP Q-learning system (under
di®erent termination schemes) with one that learns sequential policies. Policies over multi-options easily
outperform sequential policies, and termination makesa large di®erencein of convergencerate and quality
of the learned policy.

In general, problems involving multiagent coordination can be modeled by assuming that states now
represent the joint state of n agents, where each agent i may only have accessto a partial view si. Also,
the joint action is represented as (a1, . . . , an), where again, each agent may not have knowledgeof the other
agents' actions. Typically, the assumption made in multiagent studies is that the set of joint actions de¯nes
an SMDP (or MDP) over the joint state set. Of course, in most practical problems, the joint state and
action sets are exponential in the number of agents, and the aim is to ¯nd a distributed solution that does
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not require combinatorial enumeration over joint states and actions.
One general approach to learning task-level coordination is to extend the above concurrency model to

the joint state and action spaces,where each action is a ¯xed option with a pre-speci¯ed policy. This
approach requiresvery minimal modi¯cation of the approach described in the previous section. In contrast,
we now describe an extension of this approach due to Makar and Mahadevan [41] in which agents learn
both coordination skills and the base-level policies using a multiagent MAX Q-like task graph. However,
convergenceto (hierarchically) optimal policies is no longer assuredsince lower-level subtask policies are
varying at the sametime when learning higher-level politices. The ideascan be extendedto other formalisms
also, but for the sake of clarit y, we focus on the MAX Q value function decomposition approach described in
Section 4.3.

It is necessaryto generalizethe MAX Q decomposition from its original sequential single-agent setting
to the multiagent coordination problem. Let ~o = (o1, ..., on) denote a multi-option, where oi is the option
executedby agent i.3 Let s = (s1, ..., sn) denotea joint state. The joint action-value of a multi-option ~o in a
joint state s, and in the context of doing parent task p, is denotedQ(p, s, ~o). The MAX Q decomposition of
the Q-function given by (17) can be extendedto joint action-valuesasfollows. The joint completion function
for agent j assignsvaluesCj(p, sj , ~o) giving the discounted return for agent j completing a multi-option
in in the context of doing parent task p, when the other agents are performing multi-options ok, for all
k ∈ {1, . . . , n}, k 6= j. The joint mulit-option value Q(p,~s, ~o) is now approximated by each agent j (given
only its local state sj) as:

Qj(p, sj , ~o) ≈ V j( ~oj , sj) + Cj(p, sj , ~o),

where

V j(p, sj) =

{
max ~ok Q

j(p, sj , ~ok) if parent task p is non-primitiv e∑
s′
j
P (s′j | sj , p)R(s′j | sj , p) if p is a primitiv e action.

The ¯rst term in the Q(p, sj , ~o) expansionabove refers to the discounted sum of rewards received by agent j
for doing concurrent action ~oj in state sj . The secondterm \completes" the sum by accounting for rewards
earnedfor completing the parent task p after ¯nishing ~oj . The completion function is updated from sample
valuesusing an SMDP learning rule. Note that the correct action value is approximated by only considering
local state sj and also by ignoring the e®ectof concurrent actions ~ok, k 6= j by other agents when agent j is
performing ~oj . In practice, a human designercan con¯gure the task graph to store joint concurrent action
valuesat the highest level(s) of the hierarchy as needed.

Figure 5 illustrates a robot trash collection task, where the two agents, A1 and A2, will maximize their
performance at the task if they learn to coordinate with each other. Here, we want to design learning
algorithms for cooperative multiagent tasks [84], where the agents learn the coordination skills by trial and
error. The key idea here is that coordination skills are learned more e±ciently if agents learn to synchronize
using a hierarchical representation of the task structure [69]. In particular, rather than each robot learning
its responseto low-level primitiv e actions of the other robots (for instance, if A1 goesforward, what should
A2 do), they learn high-level coordination knowledge (what is the utilit y of A2 picking up trash from T1
if A1 is also picking up from the samebin, and so on). The proposedapproach di®ers signi¯cantly from
previous work in multiagent reinforcement learning [38, 74] in using hierarchical task structure to accelerate
learning, and as well in its useof concurrent activities.

To illustrate the use of this decomposition in learning multiagent coordination, for the two-robot trash
collection task, if the joint action-valuesare restricted to only the highest level of the task graph under the
root, we get the following value function decomposition for agent A1:

Q1(Root, s1, (NavT1, NavT2)) ≈ V 1
t ((NavT1), s1) + C1

t (Root, s1, (NavT1, NavT2)),

which represents the value of agent A1 doing task NavT1 in the context of the overall Root task, when
agent A2 is doing task NavT2. Note that this value is decomposedinto the value of agent A1 doing NavT1
subtask itself and the completion sum of the remainder of the overall task done by both agents. In this
example, the multiagent MAX Q decomposition embodies the constraint that the value of A1 navigating to
trash bin T1 is independent of whatever A2 is doing.

3For multiagent problems, we treat a multi-option as a tuple rather than a set since its elements are associated with specific
agents. It is also possible to generalize this so that each oi is itself a multi-option.
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Figure 5: A Two-Robot (A1 and A2) Trash Collection Task. The robots can learn to coordinate much more
rapidly using the task structure than if they attempted to coordinate at the level of primitiv e movements.
On the right is shown a MAX Q graph, which is MAX Q task graph with two kinds of nodes representing
subtasksand the actions those subtaskscan select [14].

5.3 Hierarchical Memory

In multiagent environments, agents cannot observe joint states and joint actions, but must act based on
estimates of these hidden variables (the problem of hidden state occurs in many single-agent tasks as well,
such asa robot navigating in an indoor o±ce environment). One approach is formalized in terms of Partially
observable Markov decisionprocesses(POMDPs), where agents learn policies over belief states, i.e., proba-
bilit y distributions over the underlying state set [31]. It can be shown that belief states satisfy the Markov
property and consequently yield a new (and more complex) MDP over information states. Belief states
can be recursively updated using the transition model, and an observation model O(y | s, a) specifying the
likelihood of observing y if action a was performed and resulted in state s. However, mapping belief states
to optimal actions is known to be intractable, particularly in the decentralized multiagent formulation [3].
Also, learning a perfect model of the underlying POMDP is a challenging task. An empirically more e®ective
(but theoretically lesspowerful) approach is to use¯nite memory models as linear chains or nonlinear trees
over histories [42]. However, such ¯nite memory structures can be defeated by long sequencesof mostly
irrelevant observations and actions that conceala critical past observation.

We brie° y summarize three multiscale memory models that have been explored recently by Hernandez
and Mahadevan [25], Theocharous and Mahadevan [79], and Jonssonand Barto [30]. Thesemodels combine
temporal abstraction with previous methods for dealing with hidden state. Hierarchical Suffix Memory
(HSM) [25] generalizesthe su±x tree model [42], to SMDP-based temporally-extended activities. Su±x
memory constructs state estimators from ¯nite chains of observation-action-reward triples. In addition
to extending su±x models to temporally-extended activities, HSM also usesmultiple layers of temporal
abstraction to form longer-term memoriesat more abstract levels. Figure 6 illustrates this idea for robot
navigation for the simpler caseof a linear chain, although the tree-basedmodel has also been investigated.
An important side-e®ectis that the agent can look back many steps back in time while ignoring the exact
sequenceof low-level observations and actions that transpired. Tests in a robot navigation domain showed
that HSM outperformed \° at" su±x tree methods, as well as hierarchical methods that used no memory
[25].

POMDPs are theoretically more powerful than ¯nite memory models, but past work on POMDPs has
mostly studied \° at" models for which learning and planning algorithms scale poorly with model size.
Theocharous et al. [79] developed a hierarchical POMDP formalism, termed H-POMDPs (Figure 7), by
extending the hierarchical hidden Markov model (HHMM) [19] to include rewards and temporally-extended
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Figure 6: Hierarchical Su±x Memory State Estimator for a Robot Navigation Task. At the abstract (nav-
igation) level, observations and decisionsoccur at intersections. At the lower (corridor-tra versal) level, ob-
servations and decisionsoccur within the corridor. At each level, each agent constructs state representations
from its past experiencewith similar history (shown with shadows).

activities. They also developed a hierarchical EM algorithm for learning the parameters of an H-POMDP
model from sequencesof observations and actions. Extensive tests on a robot navigation domain show
learning and planning performance is much improved over ° at POMDP models [79, 78]. The hierarchical
EM-basedparameter estimation algorithm scalesmore gracefully to large modelsbecausepreviously learned
sub-models can be reused when learning at higher levels. In addition, the e®ectof temporally-extended
activities in H-POMDPs (e.g., exit the corridor) can be modeled at abstract and product-level states, which
supports planning at multiple levels of abstraction.

H-POMDPs have an inherent advantage in allowing belief states to be computed at di®erent levelsof the
tree. In addition, there is often lessuncertainty at higher levels (e.g., a robot is more sure of which corridor
it is in than exactly where it is in the corridor). A number of heuristics for mapping belief states to actions
provide good performancein robot navigation (e.g, the most-likely-state (MLS) heuristic assumesthe agent
is in the state corresponding to the \p eak" of the belief state distribution) [35, 63, 47]. Such heuristics work
much better in H-POMDPs becausethey can be applied at multiple levels, and belief states over abstract
states usually have lower entropy (Figure 8). For a detailed study of the H-POMDP model, as well as its
application to robot navigation, see[77].

Jonssonand Barto [30] also addressedpartial observabilit y by adapting su±x tree methods to hierarchi-
cal RL systems. Their approach focusedon automating the processof constructing activit y-speci¯c state
representations by applying McCallum's U-Tree algorithm [42] to individual options. The U-Tree algorithm
employs the concept of a su±x tree to automatically construct a state representation starting from one that
makes no distinctions between di®erent observation vectors. Thus, no speci¯cation of state-feature depen-
dencies is necessaryprior to learning. With a separate U-Tree assignedto each option, it is possible to
perform state abstraction separately for each option.

The U-Tree algorithm retains a history of transition instancesTt =< Tt−1, at−1, rt, st > composed of
the observation vector, st, at time step t, the previous action, at−1, the reward, rt, received during the
transition into st, and the previous instance, Tt−1. A decision tree|the U-Tree|sorts a new instance Tt
basedon its components and assignsit to a unique leaf L(Tt) of the tree. The distinctions associated with
a leaf are determined by the root-to-leaf path. For each leaf-action pair (Lj , a), the algorithm keepsan
action-valueQ(Lj , a) estimating the future discounted reward associated with being in Lj and executing a.
These action-values can be updated in a variety of ways, such as via a DP algorithm if a system model is
available (or can be learned) or RL algorithms such as Q-learning.

The U-Treealgorithm periodically addsnewdistinctions to the tree in the form of temporary nodes,called
fringe nodes,and performsstatistical tests to seewhether the addeddistinctions increasethe predictivepower
of the U-Tree. The tree is extended with new distinctions when these are estimated to increasethe tree's
predictive power. Whenever the tree is extended,the action-valuesof the previous leaf node are passedon to
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Figure 8: Entropy of a Sample Robot Navigation Run. This graph shows a sample robot navigation run
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(corridor) level is less than at the product state level. Spatiotemporal abstraction reduces the uncertainty and
requires less frequent decision-making, allowing the robot to get to goals without inital positional information.

the new leaf nodes. Each distinction is based on (1) a perceptual dimension, which is either an observation
or a previous action, and (2) a history index, indicating how far back in the current history the dimension
will be examined.

Jonsson and Barto [30] adapted the U-Tree algorithm for use with options and hierarchical learning
architectures. Given a finite MDP and a set of options whose policies were not yet defined, they assigned
each option a separate U-Tree, which was updated using the U-Tree algorithm (with some modifications)
based on each option’s local history. What makes the U-Tree algorithm suitable for performing option-
specific state abstraction is that a U-Tree simultaneously defines a state representation and a policy over this
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representation. By assigning one U-Tree to each option, the algorithm is able to perform state abstraction
separately for each option while also modifying its policy. It is also possible to use intra-option learning
methods (Section 4.1) so that something about an option can be learned from the behavior of other options.

This version of the U-Tree algorithm was illustrated using Dietterich’s [14] Taxi task that we briefly de-
scribed in Section 4.3. Results show that starting with no distinctions being made in the state representation
(i.e., all states were represented as a single block), the algorithm was able to solve this task by introducing
distinctions that partitioned the state-action set into subsets requiring different action-values, at a significant
savings over an approach that initially distinguished between all possible states. Although this example is
merely illustrative, it suggests that automated option-specific state abstraction is an attractive approach to
making hierarchical learning systems more powerful.

6 Topics For Future Research

6.1 Compact Representations

In most interesting real-world tasks, states have significant internal structure. For example, states are very
often represented as vectors of state variables (usually called factored states by machine learning researchers),
or even possess richer relational structure [17]. Much work in artificial intelligence has focused on exploit-
ing this structure to develop compact representations of single-step actions (e.g., the Dynamic Bayes Net
representation [13]). A natural question to consider is how to extend these single-step compact models into
compact models of temporally-extended activities, such as options. The problem is a bit subtle since even
if all actions have limited single-step influence on state variables, this property generally does not hold over
an extended activity. One approach that Rohanimanesh and Mahadevan [56] have been studying is how to
exploit results from approximation of structured stochastic processes [6] to develop structured ways of ap-
proximating the next-state predictions of temporally-extended activities. The key idea is that by clustering
the state variables into disjoint subsets, and keeping track of a next-state distribution for each local clus-
ter, it is possible to efficiently approximate the underlying next-state distribution for a temporally-extended
activity. Preliminary analysis of this approach appears promising, and further theoretical and experimental
study is under way.

6.2 Learning Task Hierarchies

In the approaches discussed above, the components of the hierarchy, their places in the hierarchy, and the
abstractions that are used are decided upon in advance. A key open question is how to form task hierarchies
automatically, such as those used in the MAXQ framework. We briefly discussed in Section 4.1 automated
methods for identifying useful subtoals [15, 16, 43, 44] which address some aspects of this problem. Another
approach called HEXQ was recently proposed by Hengst [24]. It exploits a factored state representation
and sorts state variables into an ordered list, beginning with the variable that changes most rapidly. HEXQ
builds a task hierarchy, consisting of one level for each state variable, where each level contains a simpler
MDP that is connected to other smaller MDPs through a set of “bottleneck” states (for example, if the
environment is a set of rooms, as in the navigation example shown in Figure 3 above, each room would
corresond to such a smaller MDP). The obvious limitation of HEXQ is that it is limited to considering each
state variable in isolation, an approach that fails for more complex problems. Further work is required for
understanding how to build task hierarchies in such cases, and how to integrate this approach to related
systems approaches such as singular perturbation methods [36, 46].

6.3 Dynamic Abstraction

Systems such as those outlined in this article naturally provide opportunities for using different state rep-
resentations depending on the activity that is currently executing. There is a crucial distinction between
static abstractions, which remain fixed throughout all phases of a sequential decision task, and what we call
dynamic abstractions that are conditional on the execution of particular temporally-extended activities. In
other words, the variables that a dynamic abstraction renders relevant or irrelevant are afforded that status
only for a temporally-confined segment of time. For example, during the course of driving, the steering wheel
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angle, the gear position, or the radio status may all be relevant, but become irrelevant during other activi-
ties. Dietterich [14] introduced activity-specific state abstraction in the MAXQ framework, and Jonsson and
Barto [30] explored automatic methods for constructing such representation from experience, as described
in Section 5.3. The ability to use dynamic abstraction in RL is one of the key reasons that the hierarchical
RL approaches discussed in this article appear so attractive to machine learning researchers. This is an area
in which future research can have a significant impact.

6.4 Large Applications

Although the proposed ideas for hierarchical RL described above appear promising, to date there has been
insufficient experience in experimentally testing the effectiveness of these ideas on large applications. Makar,
Mahadevan, and Ghavamzadeh [41] extended the MAXQ approach to multiagent domains, and applied it
to a large multi-vehicle autonomous guided vehicle (AGV) routing problem. They demonstrated that the
policies learned for this problem were better than standard heuristics used in industry, such as the “go to
the nearest free machine” heuristic. Stone and Sutton [68] applied the framework of options to a “keep
away” task in Robot soccer. This task involves a set of players from one team passing the ball between
them and keeping the ball in their possession against the defending opponents. While these initial studies
are promising, much further work is necessary to establish the effectiveness of hierarchical RL, particularly
on large complex continuous control tasks.

7 Conclusion

It has been our goal in the article to review several closely related approaches to temporal abstraction and
hierarchical control that have been developed by machine learning researchers: the options formalism of
Sutton, Precup, and Singh, the hierarchies of abstract machines (HAMs) approach of Parr and Russell,
and Dietterich’s MAXQ framework. We also discussed extensions of these ideas addressing on concurrent
activities, multiagent coordination, and hierarchical memory for partial observability. Although many of
these ideas are closely related to similar concepts in systems and control engineering on hierarchical, hybrid,
and multilayer control, we have not attempted to provide a careful rapprochement between these areas and
what machine learning, and other researchers associated with artificial intelligence, have been developing.
However, we strongly believe that there is much to be gained—on both sides—from such a rapproachement,
and it is our hope that this article will prove to be useful in stimulating the needed dialog.
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